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Varieties of decision 
theory

The basic idea behind formal decision theory:  

You ought to perform the action that will most likely bring about 
good results. 

Controversy over what sort of probabilities to use in making 
this rough idea precise.



Potential problem case
• Smoking is not a cause of 

cancer. 

• A gene causes both 
smoking and cancer. 

• So there is a high 
correlation between 
smoking and cancer. 

• Probability that you will 
get cancer, given you are a 
smoker, is high. 

• You want to smoke, 
should you?



Two theories

Evidential Decision Theory 

Do the thing which would give 
you evidence that the best 
thing is happening.

Causal Decision Theory 

Hold fixed your beliefs about 
the causal structure of the 
world. Given those, do what is 
most likely to bring about best 
result.



Problem with EDT

• EDT (arguably) says that smoking provides you evidence 
that you are going to get cancer. That’s a bad outcome, so 
don’t smoke. 

(N.B. I’m being unfair here to EDT, neglecting the “tickle 
defence”, etc. This is not central to paper: merely to help 
the uninitiated understand the motivation.)



Background

• Intuitions about thought experiments have played a 
prominent role in development of decision theory 

• Allais paradox, Ellsberg paradox 

• Newcomb’s puzzle 

• “Psychopath button” 

• Death in Damascus, dicing with Death 

• etc.



Background

• It would be helpful to know how robust these intuitive 
responses are. 

• If you are an “intuitionist”, this should be especially 
important. 

• Even if you think these intuitions lack evidential weight, 
still worthwhile to know how robust they are as mere 
rhetorical/ad hominem devices.



Our focus

1. The psychopath button uses a highly morally charged 
behaviour as the focal feature of the example. 

• Is the intuition robust if we vary the moral valence of 
the action? 

2. Newcomb’s puzzle intuitions should be somewhat sensitive 
to stakes if we use EDT, not at all if we use CDT. 

• The original case uses such extreme parameters it may 
be hard to measure stakes-sensitivity. Can we detect it 
in more mundane cases?



Study 1:  
Morally charged 

options



The Psychopath Button

Sasha is debating whether to 
discretely press a special button that 
would kill all psychopaths. He thinks 
it would be much better to live in a 
world with no psychopaths.  

¶ Now, Sasha is quite confident that 
he’s not a psychopath. But he’s also 
confident that only a psychopath 
would press such a button. And he’d 
much rather live in a world with 
psychopaths than die.  

¶ Should Sasha press the button?



CDT says that pressing does not 
cause psychopathy. 

Low prior belief in psychopathy. 
So: press. 

Intuition: Sasha learns something 
relevant if he finds he’s about to 
press. Should probably not press.





Remaining puzzle

• How to treat our decisions as giving us new evidence in this 
case, without also give us new evidence in the Smoking 
Lesion and similar cases?



Moral distraction?

• The idea of pressing a button that will kill lots of people is, 
to put it mildly, morally questionable. 

• Will the intuition be similar if we use less morally charged 
cases?



Experimental hypothesis

Judgments of rationality will be affected by the moral 
permissibility of the “button pushing” act. 

• To design the experiment, we need variants of a psychopath 
button that differ in moral permissibility.



Example: $1000 button
Sasha is entirely selfish and 
thinks it’s very unlikely that he 
is a kind person. Now Sasha 
can pay $10 to press a special 
button that will give $1000 to 
all of the kind people in the 
world. Sasha thinks that only a 
kind person is likely to press 
such a button. 

• Q: Do you think pushing 
the button is the most 
rational thing for Sasha to 
do? 

http://tinyurl.com/y7xhenly



Nice version Nasty version

$1000 button
Pressing button will 
hurt me, help kind 
people

Hurt me, help evil 
people

Murder button
Kill people about to 
commit murder, do 
nothing to me

Kill mere psychopaths, 
do nothing to me

Fish donation

Give fish to 
community-minded 
fishermen, cost my 
family

Give fish to selfish 
fishermen, cost my 
family

Treatments



Manipulation check

574 subjects (approx 100 per treatment condition), recruited 
via mTurk. 

Between subjects design: each subject saw only one vignette. 

Dependent variable: Subjects’ rating of how morally and 
socially appropriate it would be to press the button. Using 7-
point scale from “not at all appropriate” to “entirely 
appropriate”. 



Manipulation check

*

*



Main study
562 subjects (approx. 100 per treatment condition), recruited 
via mTurk. 11 subjects excluded for failing comprehension 
check. 

Between subjects design: each subject saw only one vignette. 

Dependent variable: Subjects’ rating of rationality of button-
pressing. Using 7-point scale from “definitely not rational” to 
“definitely rational”. 

From instructions: 

By “rational”, we mean a decision that is sensible or wise, given 
what the person knows about the decision and what they want to 
achieve



Main study

*

*



Follow up study

Some worries 

• Where do the fish come from —> is pressing the fish button 
such a good idea for the lake? 

• Use of word “wise” in defining rationality —> avoid 

• Use of “kindness” as the positive trait —> switch to 
“friendly” 

• Use of word “only” to decribe probabilistic information —> 
avoid



Follow up results



Follow up study

Case P value Effect size

$1000 button 0.0001 0.66

Fish donation 0.0002 0.66



Study 2:  
Newcomb stakes



Newcomb’s Puzzle

The boxes



Newcomb’s Puzzle

The options



Newcomb’s Puzzle

The superpredictor



Newcomb’s Puzzle

Transparent box contains $1000 

Other box is opaque, and what it contains depends on an 
earlier decision made by a “superpredictor”. 

• If the superpredictor thought you would take both boxes, 
it put $0 in the opaque box. 

• If the superpredictor thought you would take only the 
opaque box, it put $M inside.



Newcomb’s Puzzle

EDT analysis 

EU(one-box) = 0.99(M) + 0.01(0) = 0.99M 

EU(two-box) = 0.99(1000) + 0.01(M + 1000)  
= 1000 + 0.01M



Newcomb’s Puzzle

EDT analysis 

Convenient to track the net EU of one-box minus 
two-box.  

(When positive: EDT recommends one-boxing, etc.) 

Net EU(one-box) = 0.98M – 1000 



Newcomb’s Puzzle

CDT analysis 

EU(one-box) = xM 

EU(two-box) = xM + 1000 

Net EU(one-box) = –1000



Newcomb’s Puzzle



What’s really going on?

• The causal mechanism 
here is pretty mysterious. 

• We might have some 
small credence that our 
choice actually causes the 
box to have been filled. 

• If so, the CDT reasoning 
would look resemble EDT 
reasoning.



Hedging bets
CDT analysis, less than full belief in original story 

“Hedged” Net EU(one-box) =  
(1 – Cr(influence))·(–1000)  
+ Cr(influence)·(0.98M – 1000) 

= Cr(influence)·(0.98M) – 1000 

This quantity will be positive, even at quite low 
credence, if M is sufficiently large.



Deflating hypothesis



Deflating hypothesis
• Newcomb’s puzzle intuitions might just be revealing that, 

when $1,000,000 is at stake, many of us are inclined not to 
fully believe the claim that our choice is not going to influence 
what is in the box.
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Deflating hypothesis
• Newcomb’s puzzle intuitions might just be revealing that, 

when $1,000,000 is at stake, many of us are inclined not to 
fully believe the claim that our choice is not going to influence 
what is in the box.

• Or it might reveal that we are hedging our bets between CDT 
and EDT (MacAskill)

Either way: information about sensitivity to stakes will make 
some hypotheses more likely than others.

But the extreme parameters of the original case make it hard to 
measure stakes sensitivity.



Experimental design

Three variables 

• Extremity: The probability the superpredictor gets it right, 
and the amount of money in the transparent box. 

• Stakes: how much is in the opaque box? 

• Newcomb/Vanilla: Is it a Newcomb case, or a 
transparently causal case, where my choice changes the 
probabilities? 

Full vignettes available at http://tinyurl.com/ybaouorl



“Vanilla” case



“Imagine that sitting in front of you is a mystery box that could contain 
$0 or $40. You have two choices: you can take the mystery box or the 
box plus $10 cash. 

“But there is an important extra detail. After you have made your 
decision, the box will be filled based on both your decision and a random 
computer drawing of a number between 1 and 100. 

“If the computer draws any number between 1 and 66, here’s what will 
happen based on your decision: $40 will be put inside of the box if you 
chose to only take the box, but the box will contain $0 if you chose the 
box and the cash. 

“Of course, there’s a 34/100 probability that the computer draws 67 or 
above. In that case, a person choosing only the box would find nothing 
inside, and a person choosing both the cash and the box would find $40 
inside. 

“So, if you choose only the box, there’s a 66% chance it will contain $40. 
If you choose the box plus cash, there’s a 66% chance the box will 
contain nothing inside, but you will definitely get the $10 cash.”



Newcomb case



What we measure
We begin by measuring “normal” stakes sensitivity, by varying the 
stakes (what could be in opaque box), for the vanilla gambles. 

• Vanilla–Extreme–High versus Vanilla–Extreme–Low 

• Vanilla–Mundane–High versus Vanilla–Mundane–Low 

Two questions:  

Which choice do you prefer: one box or two box? (–3 to +3) 

How confident are you that your decision is rational? (0 to +3) 

Multiply the answers, get a score from –9 (confident one-boxer) to 
+9 (confident two-boxer).



Designing the vignettes

• We are currently pilot testing different stakes settings to first 
come up with some vanilla gambles that really do induce 
different degrees of enthusiasm for one-boxing.

Parameters Probability Transparent Low stake High stake

Mundane 2/3 $10 $40 $150

Extreme 0.99 $1000 $200,000 $1,000,000



Pilot results



What might this show?

Vanilla stakes 
sensitivity

Newcomb (CDT 
predicts)

Newcomb (EDT 
predicts)

Mundane x 0 x

Extreme y 0 y



What might this show?

Vanilla stakes 
sensitivity

Newcomb (CDT 
predicts)

Newcomb (EDT 
predicts)

Mundane x 0 x

Extreme y 0 y

Toby’s hunch



Interpetations
• The Vanilla stakes sensitivity ratio Mundane:Extreme = x/y, by 

design. 

• The Newcomb stakes sensitivities should be (on any orthodox 
account) k·x and k·y (for k < 1).  

• So the ratio should be the same. 

• If we get a ratio significantly different from these, we know 
people are behaving anomalously.  

• My hypothesis: stakes sensitivity will be disproportionately high 
in Extreme Newcomb cases.



Thanks! 

toby.handfield@monash.edu


